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Abstract

Background: The human-horse bond has played a role in human development throughout history and has more recently been
applied to mental health promotion through equine-assisted learning (EAL) programs. In EAL settings, therapeutic documentation
and assessment commonly rely on practitioner observations documented through behavioral checklists, structured interviews,
and progress notes, which can pose challenges due to time demands, subjectivity, and inconsistent standardization across
practitioners and contexts.

Objective: This study aimed to address these challenges in the context of mental health promotion programs. This study
developed an AI-powered digital health framework based on vision-language models (VLMs) to analyze child-horse therapeutic
interactions in EAL settings. The framework was developed in collaboration with the Yawardani Jan-ga EAL program, which
supports the social and emotional well-being of Aboriginal youth in the Kimberley region of Western Australia.

Methods: The proposed framework comprises three core components: (1) an activity classification module using a VLM with
few-shot learning based on Sigmoid Loss for Language-Image Pre-training 2 (SigLIP2) to identify 9 therapeutic activities; (2) a
proxemics analysis module using a Qwen2.5-VL-7B VLM to classify physical contact between the child and horse; and (3) a
body posture analysis module applying multimodal chain-of-thought prompting and self-consistency techniques to classify
children’s body posture into confidence-related states with interpretable reasoning.

Results: The framework was developed and evaluated using real-world images collected during therapeutic sessions with
Aboriginal children participating in the Yawardani Jan-ga program. The activity classification module achieved an accuracy of
90.6%, with macroaveraged precision, recall, and F1-scores of 92.0%, 91.1%, and 91.1%, respectively, under the selected 2-shot
configuration. The proxemics analysis module achieved an accuracy of 88.6%, with macroaveraged precision, recall, and F1-scores
of 89.0%, 88.0%, and 88.5%, respectively, under the 1-shot configuration. For the body posture analysis module, system reliability
was assessed using internal consistency metrics, achieving an average consistency of 0.916, an agreement rate of 0.705, a rationale
coherence of 0.857, and a vote entropy of 0.174.
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Conclusions: Overall, the findings suggest that AI- and VLM-based approaches can provide complementary support for
practitioner-led documentation and assessment of observable child-horse therapeutic interactions in EAL settings. These approaches
may help reduce practitioner burden and strengthen the assessment of programs that promote children’s social and emotional
well-being.

(J Med Internet Res 2026;28:e95887) doi: 10.2196/95887
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Introduction

Overview
The relationship between humans and horses has long been
recognized as a powerful source of emotional healing and
psychological support. Research demonstrates that
equine-assisted interventions, including equine-assisted learning
(EAL) programs, have shown promise in supporting the mental
health and emotional development of children and adolescents
[1]. Through structured human-horse interactions, participants
often experience reduced anxiety and depression, improved
self-esteem, greater emotional resilience, and better quality of
sleep [2-4]. These therapeutic relationships create powerful
opportunities for healing and growth in structured therapeutic
settings. These programs also foster a sense of emotional safety,
personal security, and connectedness, particularly for at-risk
children and young people who may struggle with low
self-esteem or unstable learning environments [5,6]. Central to
these outcomes is the horse’s unique socioemotional
intelligence, which enables deep, nonverbal communication
and trust-building with humans [7], making EAL a powerful
tool for healing and growth in therapeutic settings. The
Yawardani Jan-ga (“horse helping”) [8] project in Western
Australia’s Kimberley region exemplifies this approach by
integrating evidence-based EAL methodologies within a
culturally secure, community-led framework. The program
works with Aboriginal children and young people aged 6-25
years and is designed to respond to the unique educational and
social challenges faced by Indigenous youth in remote
communities. The program supports educational engagement
and achievement by addressing underlying social and emotional
well-being barriers that often hinder learning and participation
[9,10].

Traditional evaluation tools in EAL settings rely on behavioral
observations, structured interviews, standardized questionnaires,
and physiological measurements conducted during sessions
[11,12]. Despite their widespread use, these approaches present
several limitations, including challenges with standardization,
high time demands, and vulnerability to observer bias, which
could lead to low interrater reliability across practitioners [1].
Physiological monitoring methods, such as heart rate or cortisol
analysis, can provide objective indicators; however, the required
equipment may be intrusive and risk disrupting natural
child-horse interactions, potentially influencing the behaviors
being measured [13]. There remains a lack of standardized,
noninvasive tools that can objectively support the evaluation
of processes and outcomes in EAL programs [14,15].

In practice, photographs are frequently collected during EAL
sessions to capture key moments of child-horse interaction,
supporting reflection, storytelling, practitioner documentation,
and evaluation activities [16]. However, there has been limited
research on systematic methods for analyzing such image-based
data, despite its potential to provide complementary,
evidence-informed insights into interaction patterns, emotional
responses, and subtle behavioral cues that may not be readily
captured through traditional observational methods. With
advances in computational power and data storage capability,
AI techniques have evolved significantly over the past decade.
These techniques are now widely applied to a range of computer
vision tasks, including image classification, object detection,
and scene understanding [17-19]. More recently, vision-language
models (VLMs) have emerged as a breakthrough in AI. Trained
on large-scale datasets comprising paired images and text, VLMs
bridge computer vision and natural language processing,
enabling models to understand and generate natural language
descriptions of visual content [20]. The ability of VLMs to
generate text-based explanations from visual data offers new
opportunities for more interpretable image-based analysis,
facilitating human judgment and downstream analytical tasks.
For example, in medical imaging, VLMs trained on extensive
clinical datasets have enabled applications such as automated
medical report generation from radiological scans and pathology
slides, visual question answering for extracting diagnostic
insights from medical images, and multimodal analysis
combining text and imaging data for more comprehensive
patient assessment. These applications demonstrate VLMs’
ability to interpret complex visual information and generate
clinically relevant insights [21,22]. However, applications of
AI to human-animal interactions in EAL settings remain limited.
Existing studies have primarily focused on AI-based systems
for monitoring equine behavior in broader contexts [23], with
little research exploring the use of VLMs to analyze child-horse
interactions in EAL programs.

Motivated by these gaps, we developed a VLM-assisted AI
framework for analyzing images collected during EAL activities,
in collaboration with the Aboriginal-led and culturally secure
Yawardani Jan-ga EAL program in Western Australia, which
supports the social and emotional well-being of Aboriginal
children and young people. Training and testing datasets were
curated from images collected during EAL sessions within the
program. Co-designed with program domain experts and
certified EAL practitioners, the framework uses VLMs to
achieve three analytical objectives: (1) activity classification:
automatically identify and categorize 9 therapeutic activities
(eg, grooming and leading) from EAL session images; (2)
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proxemics analysis: analyze spatial relationships between
children and horses by assigning proximity categories to
document observed engagement patterns; and (3) body posture
analysis: describe and classify children’s body language and
postural indicators through transparent and interpretable
reasoning. To the best of our knowledge, this is the first study
to apply VLMs to child-horse interactions in EAL settings,
combining few-shot learning, generative reasoning, and
multimodal chain-of-thought (MCoT) prompting, and
self-consistency to support interpretable image analysis with
minimal labeled data. The framework provides structured
outputs through 3 parallel analytical modules, which could assist
EAL practitioners in documenting and reviewing observable
interactions across activity types, proximity patterns, and body
postures. By investigating specialized VLM-based image
analysis tools in EAL settings, this study illustrates the potential
of AI- and VLM-based approaches to complement
practitioner-led documentation and support more structured
analysis of child-horse therapeutic interaction patterns in
programs that promote the social and emotional well-being of
Aboriginal youth.

Related Work
This section reviews research areas relevant to the design of
our framework for analyzing child-horse interactions in EAL
settings.

VLMs
VLMs are AI systems designed to bridge the gap between visual
perception and linguistic reasoning by learning from massive
datasets of image-text pairs [24]. By jointly modeling visual
and textual information, VLMs capture rich semantic knowledge
that enables interpretation of complex visual scenes [20,24,25].
Early foundational approaches, such as Contrastive
Language-Image Pre-training (CLIP) [24], revolutionized the
field by aligning visual and textual representations in a shared
embedding space through contrastive learning and enabling
0-shot learning. Building on this paradigm, Sigmoid Loss for
Language-Image Pre-training (SigLIP) refined image-text
alignment by replacing contrastive loss with a sigmoid-based
loss, aiming to achieve better scalability and fine-grained
alignment [26,27]. While earlier VLMs primarily focused on
learning aligned visual-textual representations, the introduction
of visual instruction tuning, pioneered by models such as the
Large Language-and-Vision Assistant (LLaVA), transformed
VLMs into interactive systems capable of following complex
user instructions grounded in visual inputs [28]. LLaVA
demonstrated that projecting visual features into the large
language model token space enables instruction-following,
reasoning, and visual question answering based on image
content. However, these initial architectures were structurally
limited to processing single images. More recent models,
including Qwen-VL and Qwen2.5-VL, further advanced this
architecture by supporting dynamic image resolution handling,
flexible aspect ratios, multi-image processing, and temporal
understanding [29,30]. Similarly, LLaVA-OneVision has
overcome the single-image restriction by introducing a unified
framework that seamlessly handles multi-image and video
scenarios [31,32]. Computer vision techniques have been used

to monitor equine behavior in general contexts [23], including
the recognition of behaviors such as locomotion, feeding,
drinking, resting, and other stall-based behaviors [33,34]. In
addition, broader welfare-monitoring systems have integrated
AI to detect abnormal patterns early [35]. While these studies
demonstrate the growing potential of AI for analyzing horse
behavior, they have largely focused on horse-centered behaviors
rather than the interactive and relational dynamics central to
EAL. In EAL settings, value often emerges through embodied
interaction and the development of human-horse relationships
[7]. In parallel, VLMs have been applied to human-centered
domains, and the interpretation of body posture has primarily
relied on vision-based deep learning methods. However, the
use of VLMs to analyze child-horse interactions in EAL settings
remains largely unexplored.

Few-Shot Learning
Few-shot learning is a technique that allows AI models to
perform new tasks using only a small number of examples,
rather than requiring large-scale training data [36,37]. In the
context of VLMs, this is often implemented as in-context
learning, where the model is “guided” by a few example
demonstrations provided directly within the prompt [37]. This
approach is particularly valuable in specialized domains such
as health care, where labeled data are often scarce or expensive
to obtain [38]. By adapting pretrained models via prompting
rather than costly parameter updates, few-shot learning enables
the recognition of domain-specific behaviors using minimal
sample sizes. Recently, in-context learning has been applied to
VLMs for medical imaging applications. Ferber et al [39]
demonstrated that GPT-4V, equipped with in-context learning,
can compete with or even outperform specialized neural
networks on cancer histopathology image classification
benchmarks in terms of accuracy, using only 5 to 10 example
images per class label. Similarly, Agbareia et al [40] observed
that few-shot prompting leads to substantial improvements in
diagnostic accuracy for retinal disease classification of optical
coherence tomography images, indicating that in-context
learning is a practical approach for applying VLMs in medical
applications where annotated data remains limited.

Chain-of-Thought Reasoning
Chain-of-thought (CoT) prompting is a technique that guides
AI models to break down complex reasoning into explicit
step-by-step explanations [41]. Rather than producing direct
answers, CoT models display their reasoning process, allowing
verification that the AI arrived at its conclusion logically. More
recent work has extended CoT reasoning to multimodal contexts
where both visual and textual information must be processed
together. Zhang et al [42] introduced MCoT reasoning, which
separates the reasoning process into 2 stages: first, generating
rationales that describe observable visual features, then using
these rationales to make final predictions. This 2-stage approach
reduces errors by forcing models to explicitly ground their
judgments in visual observations rather than jumping directly
to conclusions. Wang et al [43] demonstrated that
self-consistency significantly improves CoT reasoning. Instead
of relying on a single CoT output, self-consistency runs the
model multiple times with temperature-based sampling, allowing
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exploration of different reasoning paths. The final answer is
determined by majority voting across these multiple runs, with
consensus strength indicating the reliability of the prediction.
This combination enhances reliability by ensuring that decisions
are first grounded in explicit visual evidence to minimize
hallucination, and then statistically verified through repetition
to filter out stochastic errors. In general, CoT prompting has
shown promise for improving clinical reasoning in VLMs.
Zero-shot CoT prompting has been used to make the diagnostic
reasoning of VLMs in medical visual question answering more
explicit and clinically interpretable [44]. Other multimodal CoT
frameworks for medical imaging, such as models that generate
vision-to-text CoT explanations for diagnosis [45] and structured
visual CoT pipelines for medicine [46], trace stepwise reasoning
from image findings to diagnostic conclusions, helping reduce
hallucinations. These approaches suggest that CoT prompting
can improve both the transparency and reliability of AI-assisted
clinical decision-making in health care settings.

Research Gap and Framework Rationale
Building on prior work, our framework integrates VLMs,
few-shot learning, and MCoT reasoning to address key tasks
that facilitate the analysis of EAL interactions by enabling visual
interaction analysis, supporting practical use with limited labeled
data, and promoting interpretable and reliable reasoning
grounded in visual evidence.

Methods

Framework Architecture
We propose a new VLM-based framework for understanding
human-horse interactions in EAL using images and

expert-verified label descriptions. The framework was developed
in collaboration with the Yawardani Jan-ga program and
co-designed with EAL practitioners and researchers to ensure
alignment with practice-based needs. The Yawardani Jan-ga
program integrates structured learning activities involving
horses, such as grooming and leading, to support the social and
emotional well-being of Aboriginal children and young people.
The program seeks to capture human-horse interactions by
identifying critical observable interactions through analyses of
photo and video footage collected during EAL sessions, to
quantify and rate equine-human dyadic interactions using coding
schemes [10]. To support the analytic objective, the framework
consists of three core learning modules: (1) an activity
classification module that uses a VLM with few-shot learning
to identify 9 therapeutic activities; (2) a proxemics analysis
module that classifies spatial relationships between the child
and horse, including physical contact; and (3) a body posture
analysis module that applies MCoT prompting and
self-consistency techniques to classify children’s body posture
into confidence-related categories with transparent reasoning.
The overall framework is illustrated in Figure 1. To address
practical requirements related to data privacy and deployment
feasibility in remote EAL service areas where network
connectivity may be limited, all VLMs used in this framework
were selected from open-source models that support local
deployment. The following subsections describe each module
in detail.

Figure 1. Overview of the proposed vision-language model–assisted AI framework for analyzing child-horse interactions in the Yawardani Jan-ga
equine-assisted learning program. The framework comprises three core modules: (1) an activity classification module using Sigmoid Loss for
Language-Image Pre-training 2 (SigLIP2), an image-text alignment model; (2) a proxemics analysis module using Qwen2.5-VL-7B, a generative
vision-language model; and (3) a body posture analysis module using Qwen2.5-VL-7B with multimodal chain-of-thought reasoning and self-consistency.

Activity Classification Module
The Yawardani Jan-ga EAL program is structured around 10
therapeutic themes (eg, noticing, awareness, boundaries, and
healthy relationships) grounded in the neurosequential model
of therapeutics principles [10]. Each theme encompasses

multiple activities, and a single activity can serve more than
one theme. For this study, 9 representative activities were
selected in consultation with EAL practitioners for this activity
classification module. Below is a textual description of each
activity.
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• Ball activities: a photograph of a young person and a horse
with a giant ball in sight outdoors. The person is engaging
the horse with the ball, a young person is sitting on the giant
ball, or a young person is playing with the ball.

• Grooming: a photograph of a young person carefully
brushing a horse’s coat. The person is using grooming tools
to clean and take care of the horse.

• Herd observation: a photograph of a young person observing
a horse or multiple horses from a distance, typically with
a fence or barrier between them. The person may be
sketching or drawing the horses while watching them.

• Leading the horse: a photograph of a young person leading
a horse with a rope or lead line on an open path. The person
is walking beside or in front of the horse, guiding it with a
rope on clear ground. There are no cones, no poles, no
barriers, no tires, no balls, and no obstacles in their path.

• Leading with obstacles: a photograph of a young person
guiding a horse through an obstacle course. The person is
leading the horse around cones, poles, barriers, barrels, or
tires, not a ball.

• Mounted sessions: a photograph of a young person mounted
on horseback. The person is sitting atop the horse.

• Painting: a photograph of a young person applying paint to
a horse’s body with a paintbrush. The person is decorating
the horse with colorful paint designs.

• Touching: a photograph of a young person gently touching
a horse with their bare hands. The person is making gentle
physical contact with the horse’s body with their bare hands,
no tools used.

• Washing the horse: a photograph of a young person washing
a horse with water and possibly soap. The person is using
water to clean the horse’s coat.

Activity classification in EAL presents unique challenges, as
different therapeutic activities may exhibit similar visual features
while differing substantially in therapeutic intent and clinical
relevance. For example, grooming and touching may both
visually appear as a child’s hand in contact with a horse;
however, grooming typically involves using tools such as
brushes, whereas touching involves direct hand contact. These
subtle yet meaningful distinctions motivate the use of VLMs
that can align visual features with semantically precise textual

descriptions to support more accurate activity interpretation.
Accordingly, we adopted an image-text similarity–based
approach using Sigmoid Loss for Language-Image Pre-training
2 (SigLIP2; google/siglip2-giant-opt-patch16-384) [26] as the
foundational visual-linguistic embedding model. SigLIP2
provides strong alignment between visual and textual
representations, supports fine-grained visual semantics, and
demonstrates effectiveness in 0-shot and few-shot scenarios,
making it well-suited for EAL settings characterized by limited
labeled data and context-dependent activity definitions. We
compared SigLIP2 against OpenAI’s CLIP-ViT-L-14 [24] to
validate this model.

As illustrated in Figure 2, the activity classification module
operates in 2 phases. During initialization, predefined textual
descriptions for 9 activity categories are encoded using
SigLIP2’s text encoder, and a small number of reference images
per activity category are encoded using SigLIP2’s vision encoder
and averaged to form visual prototypes. The text and image
encoders produce embeddings that are aligned in a shared
semantic space, enabling direct cosine similarity computation
between visual and textual representations. In the classification
phase, a query image is encoded using the same vision encoder
and compared against both textual and visual prototype
representations using cosine similarity. To integrate semantic
and visual evidence, we introduce a weighted fusion strategy,
defined as:

where scorec denotes the score for each activity class c, vq

represents the visual embedding of the query image. vt,c

represents the textual embedding of the predefined description
for the activity category c. vimg,c denotes the visual prototype
for class c calculated as the mean embedding of the n reference
images provided during the initialization phase, and α controls
the relative contribution of textual and visual similarities. The
value of α was tuned separately using grid search over values
from 0.0 to 1.0 in increments of 0.1 on the validation set, with
macro F1-score used as the selection criterion. Finally, softmax
normalization yields probability distributions and confidence
scores for different activities.
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Figure 2. Pipeline of the activity classification module in the proposed vision-language model–assisted AI framework for analyzing child-horse
interaction images from the Yawardani Jan-ga equine-assisted learning program. The module uses Sigmoid Loss for Language-Image Pre-training 2
(SigLIP2) to encode predefined textual descriptions and few-shot reference images of 9 therapeutic activities into an aligned embedding space, then
classifies query images by combining text-image and image-prototype cosine similarity scores.

Proxemics Analysis Module
The proxemics analysis investigates spatial relationships
between children and horses during therapeutic interactions.
Interactions are classified into two therapeutically meaningful
categories: (1) “physical contact,” where the child directly
touches the horse through hands, arms, or body; (2) “no physical
contact,” where the child is positioned near the horse without
direct physical touch. Prior work has shown that contrastive
VLMs, such as CLIP and SigLIP, have limited capacity to model
spatial relationships [47], and our preliminary experiments
similarly indicated that these models struggled to reliably
distinguish contact-based interactions in our study settings.
Following initial testing, we adopted the open-source
Qwen2.5-VL-7B-Instruct model for proxemics analysis. Unlike
contrastive VLMs, which rely on embedding similarity,
Qwen2.5-VL is a generative VLM that performs joint image-text
reasoning, enabling more explicit interpretation of spatial
relationships and interaction context [29]. The 7B parameter
configuration was selected because smaller models did not
consistently support coherent multistep reasoning, whereas
larger variants offered only limited performance gains at
substantially higher computational cost [48].

As illustrated in Figure 3, the framework leverages few-shot
in-context learning by pairing each preconfigured proximity

category with expert-validated reference examples. For each
query image, a structured multimodal template is constructed
by combining the n-shot reference examples with the query
image. The reference examples are formatted as user-assistant
dialogue pairs that demonstrate correct interpretations for each
category, followed by the query image and a task-specific
prompt instructing the model to classify the interaction. The
model jointly processes the reference and query images
alongside the text instructions, reasoning over the visual content
and instructional context to generate its response. The model
generates a free-form natural language response describing the
observed interaction. This output is then parsed to extract the
primary binary label (physical contact vs no physical contact).
When physical contact is identified, the module extracts the
number of hands involved in the contact, such as 1 hand or 2
hands. When no physical contact is present, the module extracts
the estimated distance between the child and the horse, such as
very close or far away. Hand count and estimated distance are
descriptive subattributes intended to provide additional
contextual information for practitioners. The primary evaluated
output of the proxemics module is the binary contact
classification. We compared Qwen2.5-VL-7B-Instruct against
LLaVA-OneVision-7B to further evaluate the proxemics
classification task.
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Figure 3. Pipeline of the proxemics analysis module for analyzing child-horse interaction images from the Yawardani Jan-ga equine-assisted learning
program. A few-shot reference example and a query image are combined into a structured prompt, which is then processed by Qwen2.5-VL-7B. The
output is parsed to extract the contact classification and relevant subattributes.

Body Posture Analysis Module
We further adopt Qwen2.5-VL-7B-Instruct as the foundational
VLM model for body posture analysis. In addition, we explore
2 complementary techniques inspired by MCoT reasoning [42]
and self-consistency [43] to support more interpretable and
stable analysis. MCoT uses a 2-stage reasoning process that
encourages the model to first describe observable visual
evidence before making predictions. The self-consistency
approach improves robustness by identifying predictions that
remain stable across multiple independent reasoning paths. Our
method separates the analysis into a 2-stage inference process
and repeats this process across multiple stochastic runs (K=5).
For computational efficiency, each input image is encoded once,
and the resulting visual embeddings are reused across all K
runs, so that output variability is primarily driven by the
stochastic text generation. In stage 1 (rationale generation), the
model is prompted to describe observable posture elements,
including head position, shoulder alignment, spine curvature,

and stance, without assigning a label. A higher sampling
temperature is used to encourage variation in the generated
rationales across runs. In stage 2 (classification), the model is
conditioned on both the image and the stage 1 rationale to
classify the posture as “confident,” “not confident,” or
“indifferent,” using a low temperature to promote stable
classification. Figure 4 depicts the 2-stage prompts. By adopting
this “describe-then-decide” workflow, practitioners can assess
not only the final prediction but also the reasoning that supports
it.

A majority vote across K runs is used to determine the final
classification. To evaluate the model’s reliability, we also
calculate a combined confidence score as the product of the
majority-vote agreement rate (the proportion of K runs that
agree with the majority-vote class) and the rationale coherence
(measured using SentenceBERT all-mpnet-base-V2), to help
practitioners identify low-confidence predictions that may
require manual review. Figure 5 illustrates this parallel sampling
and semantic verification process for body posture analysis.
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Figure 4. Two-stage multimodal chain-of-thought prompts used in the body posture analysis module for analyzing child-horse interaction images from
the Yawardani Jan-ga equine-assisted learning program. Stage 1 (rationale generation) prompts Qwen2.5-VL-7B to describe observable posture elements,
including head position, shoulder alignment, spine curvature, and stance, without assigning a classification label. Stage 2 (classification) conditions the
model on both the image and the stage 1 rationale to classify body posture as “confident,” “not confident,” or “indifferent.”.

Figure 5. Pipeline of the body posture analysis module for analyzing child posture in child-horse interaction images from the Yawardani Jan-ga
equine-assisted learning program. The diagram illustrates the parallel sampling and semantic verification process. For each input image, 2-stage
multimodal chain-of-thought (MCoT) inference is repeated across K=5 independent runs with stochastic sampling. A majority vote determines the final
posture classification, and rationale coherence is assessed using pairwise cosine similarity of SentenceBERT embeddings across runs to produce a
combined confidence score. SC: self-consistency.

Dataset and Preprocessing

Dataset
To develop and evaluate the proposed AI-assisted framework,
we curated task-specific datasets derived from real images
collected during Yawardani Jan-ga EAL sessions, in
collaboration with certified EAL practitioners. The image
datasets were drawn from sessions involving 10 participants (5
male and 5 female). Male participants ranged in age from 6 to
12 years, and female participants from 6 to 14 years. While the
Yawardani Jan-ga program serves young people aged 6 to 25
years, the participants in this study fell within the younger age
range due to the available and eligible data provided for analysis.
The child participants included in the reference images and test
images were mutually exclusive. Ground-truth labels were

established through independent annotation by 2 raters from
the expert panels. Both raters independently labeled all images
in the activity classification and proxemics datasets. Interrater
agreement was assessed using Cohen κ, yielding κ=0.938 for
activity classification and κ=0.955 for proxemics classification.
Disagreements were reviewed and resolved through discussion,
with final consensus labels used as the ground-truth annotations.
Across all modules, reference images were selected in
collaboration with EAL practitioners to represent typical
instances of each category. Selection was guided by whether
each image reflected the intended category definition and could
serve as a meaningful reference example for that category. The
reference images were not selected through model-based
optimization and were not chosen based on test-set performance.
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The activity classification dataset was split into 3 subsets:
training (36 reference images: 4 images × 9 categories) for
few-shot learning and a separate pool of 464 images, which was
split into a validation set (90 images, 20%) for hyperparameter
optimization of the text-image fusion weight α, and a test set
(374 images, 80%) for final evaluation. The test set comprises
ball activities (n=52 images), grooming (n=50), herd observation
(n=40), leading the horse (n=48), leading with obstacles (n=17),
mounted sessions (n=35), painting (n=54), touching (n=47),
and washing the horse (n=31). The reference, validation, and
test sets contain images from 2, 3, and 5 child participants,
respectively, and no child participant appears in more than one
set. Some horses appear across sets due to the limited number
of horses in the program.

The proxemics classification dataset was curated and annotated
by the same expert panel, which categorized each image based
on observable spatial relationships, including hand positioning,
body contact points, and proximity indicators. The dataset
comprises 268 images, divided into 2 groups: physical contact
(n=108) and no physical contact (n=160). Two images from
each category were reserved as reference examples for few-shot
learning. For body posture analysis, we curated 193 images that
provided sufficient visual clarity of posture-related features.
Unlike the previous 2 datasets, this dataset does not contain
categorical ground-truth labels. Instead, it was used to evaluate
the reliability and consistency of the model’s analytical outputs
under the proposed reasoning pipeline.

Data Preprocessing
The preprocessing steps are applied to images before feeding
them into the AI models to ensure compatibility and optimal
performance. All input images are standardized to RGB format.
For activity classification using SigLIP2, images are resized to
384×384 pixels with default ImageNet normalization applied.
For proxemics and body posture analysis using Qwen2.5-VL-7B,
images are resized to 1024 pixels. For comparison models, CLIP
uses 224×224 pixel resizing with ImageNet normalization.

Experimental Settings
For comparative models, SigLIP2 was evaluated against
CLIP-ViT-L-14 under identical experimental conditions, with
preprocessing adjusted to each model’s input resolution
requirements. LLaVA-OneVision-7B was evaluated under
identical prompt conditions, temperature, and token settings
across all shot-learning paradigms, with images resized to 1024
pixels consistent with Qwen2.5-VL-7B preprocessing. For
proxemics analysis, the temperature was set to τ=0.01 with a
maximum output length of 512 tokens to promote deterministic
outputs and to allow sufficient response length for structured
reasoning. For body posture analysis, we used K=5 sampling
runs per image with the temperature τ=0.7 (stage 1, maximum
512 tokens) to encourage diverse rationale generation, and τ=0.1
(stage 2, maximum 128 tokens) to promote stable classification.
Semantic similarity between generated rationales was computed
using SentenceBERT (all-mpnet-base-v2). To ensure evaluation
consistency, the same prompt template was applied uniformly
to all images, and no image-specific prompt adjustments were
made during the analysis. All experiments were conducted on
a desktop workstation equipped with an NVIDIA GeForce RTX

4090 GPU (24 GB VRAM), an Intel Core i9-14900F processor,
and 32 GB RAM.

Evaluation Metrics
For activity classification and proxemics analysis, we used
accuracy, precision, recall, and F1-score to evaluate performance
against ground-truth labels. Precision, recall, and F1-score were
macroaveraged, reducing the influence of class imbalance on
the reported metrics. At the same time, accuracy was reported
as the overall proportion of correctly classified images. For
body posture analysis, we assessed the model reliability using
internal consistency measures across multiple runs. First, we
computed the agreement rate (Ragree), a stability metric derived
from the self-consistency framework [43]. It measures the
proportion of images where the model yields identical
predictions across N runs.

Where M is the total number of images in the dataset, vi,N is the
prediction for image i at run N, and 1(.) serves as an indicator
function that returns 1 when all predictions across all N runs
are identical, and 0 otherwise.

Second, we calculated the average consistency (Cavg) [43]:

where Cmaj denotes the majority class determined for the image
i, and the numerator counts how many runs predicted this
majority label.

Third, we measured Rationale Coherence (Rc). This is the
average pairwise cosine similarity between SentenceBERT
embeddings of the generated rationales [49,50].

Where ei,j represents the embedding of the rationale for the
image i during run j, and sim(.) denotes the cosine similarity
function.

Finally, we calculated vote entropy (H) [51] to quantify
predictive uncertainty:

where p(k) is the empirical probability of class k across runs. A
value of H=0 implies perfect agreement, while higher values
reflect greater prediction divergence.

Ethical Considerations
Ethics approval for this study was obtained from the Western
Australian Aboriginal Health Ethics Committee (WAAHEC;
HREC926). This study used deidentified data collected through
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the original Yawardani Jan-ga program and evaluation.
Participants, or their parents/carers, where required, provided
informed consent for the original data collection and for their
deidentified data to be used for approved research purposes,
including secondary analysis. Young people were also asked
for assent or consent in an age-appropriate way. No additional
consent was required for this secondary analysis. Participant
privacy and confidentiality were protected throughout the study.
The dataset did not contain directly identifiable personal
information, and all analyses were conducted using deidentified
records. No images or supplementary materials included in the
manuscript allow identification of individual participants. No

additional participant compensation was provided for this
secondary analysis.

Results

Activity Classification Performance
We evaluated the activity classification module on the curated
dataset and compared its performance with the CLIP model as
a baseline. To assess the effect of contextual evidence, we
examined 0-shot through 4-shot configurations. The results are
summarized in Table 1.

Table 1. Activity classification performance of Sigmoid Loss for Language-Image Pre-training 2 (SigLIP2) and CLIP-ViT-L-14 for classifying 9
therapeutic activities in child-horse interaction images from the labeled activity classification dataset curated by the Yawardani Jan-ga equine-assisted
learning program. Results are reported across 0-shot to 4-shot learning configurations; all performance metrics are reported as percentages and
macroaveraged where applicable.

Macro F1-score (%)Macro recall (%)Macro precision (%)Accuracy (%)Learning setting and model

0-shot

89.689.790.489.3SigLIP2

52.557.664.957.5CLIPa

1-shot

90.791.390.890.4SigLIP2

60.661.564.261.8CLIP

2-shot

91.191.192.090.6SigLIP2

61.663.266.262.0CLIP

3-shot

90.090.890.289.8SigLIP2

61.362.768.562.3CLIP

4-shot

91.291.391.890.6SigLIP2

60.962.463.461.5CLIP

aCLIP: Contrastive Language-Image Pre-training.

Across all shot settings, SigLIP2 outperformed CLIP across all
evaluation metrics, with macro F1-score performance gaps
ranging from 28.7% to 37.1% (Table 1). SigLIP2 macro F1-score
ranged from 89.6% in the 0-shot configuration to 91.2% in the
4-shot configuration. CLIP performance remained substantially
lower across all settings, ranging from 52.5% to 61.6% macro
F1-score. Although SigLIP2 4-shot achieved a slightly higher

macro F1-score, 2-shot was selected because it achieved the
same accuracy with fewer reference images. Because SigLIP2
and CLIP-ViT-L-14 were evaluated on the same test images, a
McNemar test with continuity correction was used to assess
whether their paired classification errors differed significantly
across all learning configurations. As shown in Table 2, SigLIP2
significantly outperformed CLIP-ViT-L-14 across all settings
(P<.001).
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Table 2. McNemar test (with continuity correction) comparing paired activity classification outcomes of Sigmoid Loss for Language-Image Pre-training
2 (SigLIP2) and CLIP-ViT-L-14 across all learning configurations on the same test images.

P valueChi-square (df)n10
bn01

aLearning setting

<.00193.45 (1)151340-shot

<.00182.01 (1)151221-shot

<.00179.69 (1)171242-shot

<.00178.23 (1)151183-shot

<.00181.57 (1)171264-shot

an01=number of images correctly classified by SigLIP2 but misclassified by Contrastive Language-Image Pre-training (CLIP).
bn10=number of images misclassified by SigLIP2 but correctly classified by CLIP.

The category-level confusion matrix performance is detailed in
Figures 6 and 7. SigLIP2 diagonal values ranged from 0.74 to
1.00 across categories, with perfect classification for “ball” and
“washing.” CLIP diagonal values ranged from 0.00 to 0.94,
with particularly low performance for “leading the horse” at
0.00, “leading with obstacles” at 0.59, and “painting” at 0.44.

On the validation set under the 2-shot configuration,
performance for both models increased as the text weight α
increased. SigLIP2 achieved peak performance at α=.9, while
CLIP peaked at α=.8 (Figure 8). Consequently, these optimal
weights were applied during the final test set evaluation.

Figure 6. Confusion matrix for Sigmoid Loss for Language-Image Pre-training 2 under the 2-shot learning configuration for classifying 9 therapeutic
activities in child-horse interaction images. Rows indicate true activity labels and columns indicate predicted labels.
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Figure 7. Confusion matrix for CLIP-ViT-L-14 under the 2-shot learning configuration for classifying 9 therapeutic activities in child-horse interaction
images. Rows indicate true activity labels and columns indicate predicted labels.
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Figure 8. Effect of varying the text-image fusion weight (α) on activity classification performance for Sigmoid Loss for Language-Image Pre-training
2 (SigLIP2) and CLIP-ViT-L-14 on the same validation set. Macro F1-score is reported for each α value. The weight α controls the relative contribution
of textual similarity (α) and visual prototype similarity (1–α), with values varied from 0.0 to 1.0.

Proximity Classification Evaluation
We benchmarked our approach against the
LLaVA-OneVision-7B model on the test dataset across all shot
learning configurations, as detailed in Table 3. Qwen2.5-VL-7B
outperformed LLaVA-OneVision across all learning
configurations. Qwen2.5-VL-7B achieved its best macro

F1-score of 88.5% in the 1-shot configuration, with an accuracy
of 88.6%, macro precision of 89.0%, and macro recall of 88.0%.
In the 2-shot configuration, accuracy was 87.9%, macro
precision was 87.0%, macro recall was 87.5%, and macro
F1-score was 87.3%. LLaVA-OneVision’s accuracy was 80.3%
at 0-shot and 65.5% at 2-shot, with macro F1-scores of 78.3%
and 53.9%, respectively. McNemar test with continuity
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correction was applied to assess whether the paired classification
errors between Qwen2.5-VL-7B and LLaVA-OneVision differed
significantly across all learning configurations. As shown in
Table 4, Qwen2.5-VL-7B significantly outperformed
LLaVA-OneVision across all settings (P=.01 for 0-shot and
P<.001 for few-shot configurations).

To further examine how each model behaves at the
individual-class level, Table 5 presents per-category
performance for both “physical contact” and “no physical

contact” across all learning methods. For Qwen2.5-VL-7B,
0-shot learning yielded a physical contact recall of 72.0% and
an F1-score of 82.3%, which shifted to 85.0% recall and 86.0%
F1-score under 1-shot learning. The “no physical contact” class
achieved 91.0% recall and 91.0% F1-score in the 1-shot setting.
Under 2-shot learning, physical contact metrics were 84.0%
precision, 86.0% recall, and 85.0% F1-score, while no physical
contact metrics were 90.0% precision, 89.0% recall, and 89.5%
F1-score.

Table 3. Overall proxemics classification performance of Qwen2.5-VL-7B and LLaVA-OneVision-qwen2-7b for classifying physical contact in
child-horse interaction images from the Yawardani Jan-ga equine-assisted learning program. Results are reported across 0-shot to 2-shot learning
configurations on the same 264 test images; all performance metrics are reported as percentages and macroaveraged where applicable.

Macro F1-score (%)Macro recall (%)Macro precision (%)Accuracy (%)Learning setting and model

0-shot

86.485.090.087.5Qwen2.5-VL-7B

78.376.983.280.3LLaVA-OneVision

1-shot

88.588.089.088.6Qwen2.5-VL-7B

59.161.274.068.2LLaVA-OneVision

2-shot

87.387.587.087.9Qwen2.5-VL-7B

53.958.072.065.5LLaVA-OneVision

Table 4. McNemar test (with continuity correction) comparing paired proxemics classification outcomes of Qwen2.5-VL-7B and LLaVA-OneVision
across all learning configurations on the same test images. n01 = number of images correctly classified by Qwen2.5-VL-7B but misclassified by
LLaVA-OneVision; n10 = number of images misclassified by Qwen2.5-VL-7B but correctly classified by LLaVA-OneVision.

P valueChi-square (df)n10n01Learning setting

.016.11 (1)17360-shot

<.00135.11 (1)13671-shot

<.00138.67 (1)14732-shot

We also note that, unlike Qwen2.5-VL-7B, LLaVA-OneVision
showed reduced stability when additional reference examples
were provided. For LLaVA-OneVision, the “physical contact”
F1-score dropped from 70.9% in the 0-shot setting to 39.9%
and 30.7% in the 1-shot and 2-shot settings, respectively, with
recall falling from 59.4% to 19.0%. In contrast, “no physical
contact” recall remained above 94% across all settings. The
F1-score gap between the 2 classes widened from 14.7% in the
0-shot setting to 46.4% in the 2-shot setting, suggesting that
predictions became increasingly biased toward the majority

class as more reference examples were added. This pattern may
reflect difficulty in consistently using additional visual reference
examples for fine-grained proximity classification. Similar
0-shot to few-shot performance declines have been reported for
LLaVA-family models [52], while stronger few-shot stability
has been observed in larger multimodal models such as
Qwen2.5-VL-32B [53]. Our findings are consistent with these
reports and further indicate that, at the 7B scale,
Qwen2.5-VL-7B remained more stable than
LLaVA-OneVision-7B on this task.
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Table 5. Per-category proxemics classification performance for Qwen2.5-VL-7B and LLaVA-OneVision across 0-shot to 2-shot learning configurations.

F1-score (%)Recall (%)Precision (%)Learning setting, model, and category

0-shot

Qwen2.5-VL-7B

82.372.096.0Physical contact

90.598.084.0No physical contact

LLaVA-OneVision

70.959.488.0Physical contact

85.694.378.4No physical contact

1-shot

Qwen2.5-VL-7B

86.085.087.0Physical contact

91.091.091.0No physical contact

LLaVA-OneVision

39.926.482.0Physical contact

78.296.066.0No physical contact

2-shot

Qwen2.5-VL-7B

85.086.084.0Physical contact

89.589.090.0No physical contact

LLaVA-OneVision

30.719.080.0Physical contact

77.197.064.0No physical contact

Body Posture Analysis Evaluation
To evaluate model reliability, we compared our full model,
Qwen2.5-VL-7B + MCoT + SC, with 2 baseline inference
strategies using 4 internal consistency metrics. Three strategies
were evaluated: (1) single-stage CoT (simple CoT), which
generates the reasoning and classification in a single pass; (2)
multimodal 2-stage CoT (MCoT), which first produces a
descriptive visual rationale and then conditions the final
classification on both the image and the generated rationale;
and (3) MCoT with self-consistency (MCoT+SC), which further
aggregates multiple MCoT inference paths using majority voting
to obtain a consensus prediction. Each method was evaluated
across 5 independent experimental repeats. Within each repeat,

the MCoT+SC strategy performed K=5 stochastic inference
paths for each image. Internal consistency metrics were
computed for each image and then summarized across the test
set. The reported means and SDs were calculated across the 5
independent experimental repeats.

As shown in Table 6, simple CoT achieved a rationale coherence
score of 0.913, an agreement rate of 0.104, and a vote entropy
of 0.653 across 5 independent runs. The MCoT approach
improved output consistency, with an agreement rate of 0.528,
vote entropy of 0.300, and a rationale coherence score of 0.931.
The MCoT+SC approach achieved the highest agreement rate
of 0.705 and the lowest vote entropy of 0.174, indicating more
stable classification outputs across runs, although its rationale
coherence score was lower (0.857) than MCoT (0.931).

Table 6. Evaluation of reasoning stability and consistency for the body posture analysis module across 3 inference strategies: simple chain-of-thought
(CoT), multimodal chain-of-thought (MCoT), and MCoT with self-consistency (SC; MCoT+SC), each assessed over 5 independent experimental repeats
on 193 images.

Qwen2.5-VL-7B + MCoT+SC (our
model), mean (SD)

Qwen2.5-VL-7B + MCoT, mean (SD)Qwen2.5-VL-7B + simple CoT, mean
(SD)

Metrics

0.916 (0.010)0.853 (0.004)0.675 (0.006)Average consistency

0.705 (0.024)0.528 (0.019)0.104 (0.004)Agreement rate (Ragree)

0.174 (0.027)0.300 (0.010)0.653 (0.009)Vote entropy (H)

0.857 (0.002)0.931 (0.001)0.913 (0.001)Rationale coherence (Rc)
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It should be noted that the consistency metrics reported here
assess the stability of the model’s outputs, not the factual
correctness of the posture classifications. Without ground-truth
posture annotations, these metrics should be understood as
indicators of reliability rather than accuracy. Validation against
expert-annotated labels remains essential before this module
can be used in clinical applications.

Discussion

Principal Findings
The evaluation of the AI-assisted VLM framework suggests
that few-shot learning may support the classification of
observable activities and spatial interactions in EAL settings
using limited labeled data. For activity classification, SigLIP2
achieved stronger overall performance than CLIP-ViT-L-14
across the evaluated settings, suggesting that the choice of
vision-language backbone is important for recognizing EAL
activity categories in specific settings. The validation-based
optimization of the text-image fusion weight (α) suggested that
textual activity descriptions contributed useful discriminative
information alongside visual prototypes within the proposed
fusion strategy. The peak α = 0.9 for SigLIP2 indicates that the
model relies predominantly on well-defined textual descriptions,
where carefully specified activity definitions provide a strong
discriminative signal for classification. The visual prototypes
derived from reference images play a complementary role and
may offer additional contextual grounding, altogether improving
performance over the 0-shot setting. In the proxemics
classification task, Qwen2.5-VL-7B showed relatively stable
performance across learning configurations, whereas
LLaVA-OneVision performed less consistently when additional
examples were provided. For body posture analysis, the
MCoT+SC approach improved average consistency, agreement
rate, and vote entropy, indicating more stable classification
outputs across repeated runs. However, its rationale coherence
score was lower. This may be partly due to the higher sampling
temperature used during rationale generation, which was
intended to encourage diverse reasoning paths across runs but
may also reduce semantic similarity among the generated
rationales.

The framework may provide complementary support for
documenting observable EAL interactions. The activity
classification module identifies the activity type and provides
a confidence score, which may help practitioners organize
session records according to activity categories. The proxemics
module classifies whether physical contact is present, providing
one observable indicator of child-horse spatial interaction
patterns. The body posture module classifies observable postural
states and provides a natural-language rationale describing the
posture elements that informed the classification, which may
improve transparency in how the model reached its output.
Together, these outputs may complement practitioner-led
observational notes and support a more structured review of
interaction patterns over time. These findings should not be
interpreted as evidence that the framework can assess therapeutic
progress or clinical outcomes; such applications would require

further validation against practitioner ratings, participant goals,
and standardized well-being or therapeutic outcome measures.

Limitations
Several limitations of this study warrant discussion. First, the
availability of large, diverse datasets in this specialized EAL
context remains limited, and this study relied on relatively small
real-world datasets. Expanding dataset size and diversity may
improve generalizability. Second, the McNemar test assumes
independent paired observations, but the dataset includes
multiple images from the same participants, which may partially
violate this assumption, potentially affecting the reported
significance. Third, image quality, occlusion, and visually
complex outdoor environments, which are possible in real-world
EAL sessions, may affect performance across all 3 modules.
Fourth, the body posture module lacks ground-truth labels, and
model reliability was assessed through internal consistency
measures rather than supervised evaluation. These metrics
capture output stability but should not be interpreted as evidence
of classification accuracy. Fifth, the framework operates on
static images rather than continuous video and therefore does
not capture dynamic interaction patterns such as posture
transitions or evolving engagement. Sixth, the framework
primarily analyses the child’s observable behaviors and captures
only limited aspects of the horse’s responses. Although the
proxemics module describes child-horse spatial interaction by
estimating distance categories during noncontact interactions,
deriving accurate spatial measurements from a single
uncalibrated image remains technically challenging. Seventh,
the body posture module is the most computationally demanding
component, as it has 5 inference runs per image to support
self-consistency, which may increase processing latency and
limit practical deployment in remote service areas with
constrained infrastructure. Eighth, the pretrained VLMs used
in this study were trained on generalized, large-scale datasets
and may carry culturally specific assumptions about body
language and nonverbal behavior. This is particularly important
for the body posture module, where classifications such as
“confident” or “not confident” may depend on culturally specific
visual cues that may not have the same meaning across
communities. Therefore, body posture outputs should be
interpreted as exploratory analytical outputs rather than
culturally validated assessments, and reviewed cautiously
alongside practitioner judgment, cultural knowledge, and the
broader therapeutic context. Ninth, the framework relies on
precise textual descriptions that draw sharp boundaries between
activities, such as defining grooming as involving tools and
touching as involving bare hands. While this design supports
consistent annotation and evaluation, interactions in practice
are fluid and may involve overlapping or transitional behaviors.
Since the framework assigns a single label per image, it does
not capture cases where 2 activities co-occur or when a child
transitions between them. Finally, although the same prompt
template was consistently applied to all images in this study,
systematic testing of multiple prompt formulations was beyond
our scope.
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Future Directions
Several directions for future work follow from these limitations.
First, future work should prioritize developing expert-annotated
posture datasets to enable supervised evaluation of prediction
performance. Larger and more participant-diverse datasets would
support more robust performance evaluation and statistical
analysis. Depth-aware or multiview approaches could also be
explored to provide more reliable estimates of child-horse
distance and spatial positioning. More efficient deployment
strategies should be investigated, such as quantization, model
distillation, reduced self-consistency sampling, and smaller,
locally deployable models. Culturally informed adaptation and
validation should be prioritized in collaboration with Aboriginal
communities and EAL practitioners, including co-designing
posture categories and interpretive criteria before their
therapeutic application. Performance on more ambiguous
interactions may differ from the results reported here, and future
work could investigate multilabel classification,
uncertainty-aware outputs, and temporal analysis across image
sequences to better capture the dynamic nature of EAL

interactions. Prompt robustness and the degree to which
variations in wording may influence classification outputs should
also be examined. Finally, future work should expand
expert-annotated datasets, develop video-based analysis of EAL
interactions, incorporate horse behavioral responses, and conduct
clinical validation to examine whether framework outputs align
with practitioner ratings and standardized therapeutic or
well-being outcome measures.

Conclusions
This study proposed a VLM-based AI framework for EAL
settings, comprising 3 modules: activity classification,
proxemics analysis, and body posture analysis. The findings
suggest that AI- and VLM-based approaches have the potential
to support the analysis of images captured during EAL sessions.
This study represents an initial step toward more structured
documentation and analysis of observable child-horse
therapeutic interactions in EAL settings. Such digital health
tools may reduce practitioner burden, complement practitioner
expertise and clinical judgment, and facilitate data-driven
research into equine-assisted interventions.
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