"Right Time, Right Place" Health Communication on Twitter: Value and Accuracy of Location Information

Scott H Burton¹, MS; Kesler W Tanner¹; Christophe G Giraud-Carrier¹, PhD; Joshua H West², MPH, PhD; Michael D Barnes², PhD

¹Brigham Young University, Computational Health Science Research Group, Department of Computer Science, Provo, UT, United States
²Brigham Young University, Computational Health Science Research Group, Department of Health Science, Provo, UT, United States

Corresponding Author:
Christophe G Giraud-Carrier, PhD
Brigham Young University
Computational Health Science Research Group, Department of Computer Science
3361 TMCB
Provo, UT, 84602
United States
Phone: 1 801 422 8602
Fax: 1 801 422 0169
Email: cgc@cs.byu.edu

Abstract

Background: Twitter provides various types of location data, including exact Global Positioning System (GPS) coordinates, which could be used for infoveillance and infodemiology (ie, the study and monitoring of online health information), health communication, and interventions. Despite its potential, Twitter location information is not well understood or well documented, limiting its public health utility.

Objective: The objective of this study was to document and describe the various types of location information available in Twitter. The different types of location data that can be ascertained from Twitter users are described. This information is key to informing future research on the availability, usability, and limitations of such location data.

Methods: Location data was gathered directly from Twitter using its application programming interface (API). The maximum tweets allowed by Twitter were gathered (1% of the total tweets) over 2 separate weeks in October and November 2011. The final dataset consisted of 23.8 million tweets from 9.5 million unique users. Frequencies for each of the location options were calculated to determine the prevalence of the various location data options by region of the world, time zone, and state within the United States. Data from the US Census Bureau were also compiled to determine population proportions in each state, and Pearson correlation coefficients were used to compare each state’s population with the number of Twitter users who enable the GPS location option.

Results: The GPS location data could be ascertained for 2.02% of tweets and 2.70% of unique users. Using a simple text-matching approach, 17.13% of user profiles in the 4 continental US time zones were able to be used to determine the user’s city and state. Agreement between GPS data and data from the text-matching approach was high (87.69%). Furthermore, there was a significant correlation between the number of Twitter users per state and the 2010 US Census state populations (r ≥ 0.97, P < .001).

Conclusions: Health researchers exploring ways to use Twitter data for disease surveillance should be aware that the majority of tweets are not currently associated with an identifiable geographic location. Location can be identified for approximately 4 times the number of tweets using a straightforward text-matching process compared to using the GPS location information available in Twitter. Given the strong correlation between both data gathering methods, future research may consider using more qualitative approaches with higher yields, such as text mining, to acquire information about Twitter users’ geographical location.

(J Med Internet Res 2012;14(6):e156) doi:10.2196/jmir.2121

KEYWORDS
Twitter; GPS Location; Infodemiology; Surveillance; Intervention; Social Media
Introduction

People’s daily use of technology creates “digital breadcrumbs—tiny records of [their] daily experiences” that, when mined and analyzed, can provide insight into health behavior and health outcomes [1]. Traditional behavioral assessments rely on self-report or observation, but increased use of mobile communication devices linked to the Internet and social media applications (apps) are creating unprecedented opportunities for collecting real-time health data and delivering health innovations. For example, mHealth represents a new form of health care delivery and treatment where patients are able to interact with their health care providers through mobile devices—providing additional “breadcrumbs” for studying/mining health behaviors and health outcomes [2].

Although some researchers have expressed concerns about the use of social media in public health [3], an increasing number of researchers welcome the novel opportunities offered by social media to complement (and partially replace in some cases) existing practices in public health and health communication [4-6]. A number of recent studies have demonstrated the value of online information for understanding public health problems and their determinants in areas as diverse as influenza and cholera outbreaks [7,8], tobacco-related issues [9-11], problem drinking [12], dental pain [13], breastfeeding [14], and others [15,16]. This new real-time observation and analysis of user-generated health content in social media has given rise to the terms infoveillance and infodemiology (the study and monitoring of online health information) [17].

Social media connect a wide variety of individuals around many topics and provide a new way for them to share information, reach out, and exchange ideas. As recently editorialized by Ratzan [18], “This change to the way people learn, think, and communicate has revolutionized the context in which health information...needs to be communicated.” Not only is the context different, so is the sheer volume and scale. Millions of individuals worldwide can be reached almost instantaneously with textual, pictorial, and video messages that could alter health behaviors. Additionally, the distribution of social media usage suggests that health disparities may be reduced, and traditionally underrepresented groups and low-income populations may be reached more effectively [19].

As a kind of “listening ear” to the conversations of the world, social media enable health surveillance in completely novel ways. Whereas researchers have relied on questionnaires and focus groups to understand the opinions and behaviors of the public in the past, by using social media they can now observe Internet postings about users’ attitudes and behaviors, many of which can be accessed in real time. These approaches are optimistic because they are typically less expensive and may better reflect the real-life context of behavioral indicators as part of everyday living than traditional assessments of health behaviors. Further, online surveillance enables researchers to study trends as they happen, removing the delay that often arises from designing, administering, and collecting questionnaire-style responses. In addition, by observing users as they interact naturally with one another and their environment, researchers can study true feelings and avoid the Hawthorne effect where the investigator’s presence can cause unintended influence [20]. Thus, these social media channels “are quickly becoming dominant sources of information on emerging diseases” [21].

In addition to using social media for surveillance, these technologies could also be harnessed for health communication and intervention. Although still largely underutilized, social media provide the ability to communicate with people in a completely tailored manner, which has been shown to significantly improve the chances of affecting actual behavior change [22-24]. Furthermore, the real-time nature of the data and the location information of social media provide the opportunity for truly “right time, right place” communication where a person receives the message exactly when and where it is needed. Consider, for example, the possibilities of direct intervention with a potential drunk driver before leaving a party or of a diet reminder reaching a person as they walk into a fast food restaurant. Identifying—and reacting to—health needs in such a timely manner is consistent with Patrick et al [25] and Heron and Smyth [26] who referred to this process as “ecological momentary interventions” or as Intille et al [27] call it, “just-in-time.”

Despite its promise, location in social media is not well understood or well documented. Although proponents of research using social media have pointed to the geolocation information provided by many platforms, such as Twitter, as a means of pinpointing the exact location of users [28], others have cautioned that location information may be underspecified and that location “based on user-identified location or the time zone” could be of questionable quality [3]. The exact Global Positioning System (GPS) coordinates available in some social media platforms could help mitigate this risk because they are direct measures and more difficult to misrepresent. However, unless GPS use is widespread, this does not address the problem of underspecification. Until research is conducted to assess location availability, usability, and the limitations of this data, health practitioners may have limited capacity to observe time- and place-based interventions for determining risks or health conditions.

The objective of this study is to fill this gap in our understanding of location information in social media, especially as it relates to Twitter. The major contribution of this work is to present the different types of location that can be ascertained from Twitter users and to document the prevalence of each type in an attempt at informing future infoveillance, infodemiology, and health communication research of the availability, usability, and limitations of such location data.

Methods

Twitter is a social network in which users post status updates, or tweets, that are restricted to 140 characters in length. Users can “follow” others to be notified of their updates, but tweets are also generally available to the public. Because of the public nature of the tweets, users do not have any expectation of privacy, so researchers may openly observe the content. Additionally, Twitter provides a rich application programming interface (API) that enables programmatic searching and
Location Indicators in Twitter

Twitter users provide varying degrees of information about their thoughts, attitudes, and behaviors in their profile description and through their tweets. When they wish to provide location information, Twitter users have 4 options: (1) exact GPS coordinates associated with a tweet, (2) GPS coordinates of a place (eg, a city or metropolitan region), (3) free-text location information listed in the public profile description, and (4) time zone associated with the user account. Options 1 and 2 are combined into a single setting, the Twitter Location feature, which is disabled by default so that a user must opt-in to use it. Further details about each option and its functionality follow.

Many users post to Twitter from smartphones or other GPS-enabled devices, and have the ability to broadcast their exact GPS coordinates alongside the text of their tweet. This setting is disabled by default, but when used, this GPS information provides reliable and accurate data about a Twitter user’s location.

Users posting from their computers and other devices without GPS via the Twitter website can still broadcast their location by providing a GPS “place.” This place is defined by a bounding box of GPS coordinates and often refers to a city or a metropolitan area. This place is inferred by Web browsers, such as Firefox and Google Chrome, and on other browsers through the use of extensions or add-ons. In the case of a GPS-enabled device, this place can be determined directly by the GPS coordinates.

When users create accounts on Twitter they can fill out a public profile that includes personal information, such as their name, website, bio, picture, and location. Location is an optional text field in which users can enter anything they want. Many users provide their geographical position, such as a city and state/country, but many opt to specify something humorous (eg, “somewhere in my imagination :)”) or “a cube world in Minecraft”), sarcastic (eg, “in yhur [bleep!!] face...” or “Here...obvious!”), or just leave the field blank. The free-text nature of the user-specified location field poses serious challenges. First and most obvious, humorous, sarcastic, and missing entries do not correspond to any identifiable physical location. Second, the entry requires some amount of text processing to correct spelling errors, interpret “textese” and emoticons, and handle abbreviations. Third, the information may be incomplete or ambiguous, such as when a city name is given, but no state or country is provided. Finally, even if the location field can be recognized as a specific location, it is still possible that users chose to provide a location different from where they actually are or that the information is not up-to-date.

Twitter automatically infers a time zone when a user account is created, probably from the local time on the user’s computer or device, and selects it for the user by default. The user can subsequently change this default value, if desired. Although time zones do not denote specific locations, they can still be used to distinguish between major world regions, such as North America and Europe, or the East and West Coasts of the United States. This time zone information could also be helpful in resolving ambiguous city names from profile descriptions.

In addition to these mechanisms supported directly by Twitter, users can also provide location context indirectly in the text of their tweets (eg, “My plane just landed at JFK”) or through third-party applications, such as foursquare (https://foursquare.com/). In some cases, these applications will broadcast GPS coordinates via the standard Twitter mechanisms. In other cases, they may broadcast text or links that would point users elsewhere to see the location. For clarity and to avoid the bias of catering to specific conventions or applications, this study focuses exclusively on the mechanisms supported directly and explicitly by Twitter.

Data Collection Methodology

The Twitter streaming API provides the ability to receive a portion of the real-time stream of all tweets. This stream can be filtered by certain criteria, such as keywords or a bounding box of GPS coordinates. If no filtering criteria are used (or if the criteria are too general and more than 1% of the tweet stream would be retrieved), the streaming API will return 1% of the total tweets sampled by taking every 100th tweet. As of June 2011 (3 months prior to our data collection), Twitter estimated that approximately 200 million tweets were posted every day [30], resulting in a daily sample of approximately 2 million tweets when using the streaming API with no filter.

Using the Twitter streaming API, we observed the stream of tweets for 2 weeks: October 1-7 and November 7-14, 2011 (approximately 6 hours of the early morning on November 14 were not observed due to a server error). We did not find significant differences between the data of the 2 weeks; therefore, the results presented here are an aggregation of the 2 weeks’ data. By not applying a filter, we received the maximum random sample of 1% of all tweets, yielding a total of 23.8 million tweets posted by 9.5 million unique users. Additionally, because we did not use a filter, our results are not biased by a choice of language or any other artificial means. For each tweet, we recorded the associated location information, both from the tweet itself and from the corresponding user’s profile when applicable.

Frequencies for each of the location options were calculated to determine the prevalence of the various location data by region of the world, time zone, and state within the United States. Furthermore, data from the US Census Bureau were compiled to determine the proportion of the total United States population living in each state. Pearson correlation coefficients were used to compare states’ populations with the prevalence of Twitter users who enable the GPS location option.
Results

Table 1 shows the total number of tweets and users, and their distribution over 3 types of location information: exact GPS coordinates (GPS-exact), GPS coordinates of a place (GPS-place), and time zone. In addition, the table shows the percentage of those who had either type of GPS coordinates, which is less than their sum because many users who supplied one also supplied the other. This aggregate value gives a more accurate picture of the amount of reliable (although less specific) location information directly available from tweets.

There was an average of 2.5 tweets per user. The extremely rapid rate of posting on Twitter (200 million posts per day amounts to more than 2000 tweets per second) and the streaming API’s sampling mechanism (every 100th tweet) mean that it is unlikely that any user is overrepresented or underrepresented. Indeed, the probability that a user could post in exact sync with the streaming API’s sampling is virtually zero. The larger proportions of users who have enabled GPS as opposed to tweets containing GPS information may be explained by the fact that user accounts that run automated applications (ie, bots) are less likely to be GPS-enabled, but may post more frequently and account for more tweets in the sample than regular users. We have not attempted to identify such users here. The remainder of our results are based on unique users identified by their tweets during the 2-week time period.

Worldwide Distribution

To see whether the number of users and their location information varied across the world, we used the time zone information to overlay these values on a map of the world. The result is displayed in Figure 1, which shows the number of unique users in each time zone who enabled GPS, including the percentage of GPS-exact and GPS-place data. Although the time zones of North and South America have a high number of tweets, European time zones have a higher proportion of tweets that provide GPS information.

Profile Description Location Information

To parse the free text of the user-supplied information, we used a simple method of looking for text followed by a comma and a state name or abbreviation (ie, “text, state name” or “text, state abbreviation”). This simple parsing method could be improved, yet it provides a useful conservative estimate in its simplicity and efficiency. This method is inherently biased toward English-speaking locations and locations within the United States; therefore, results are shown only for users with time zones listed as one of the US time zones. As a matter of interest, the top 10 pairs parsed (with number of users) are Atlanta, Georgia (10,935); Los Angeles, California (10,244); Chicago, Illinois (8980); Houston, Texas (8147); New York, New York (7804); Washington, District of Columbia (6751); Miami, Florida (5734); Dallas, Texas (5688); Boston, Massachusetts (5562); and Austin, Texas (4678).

Table 2 and Figure 2 show the number of users who matched our parsing criteria for the 4 continental US time zones, specifically Greenwich Mean Time (GMT) −5:00 to −8:00. When restricting to the US time zones, there is ambiguity about whether to include those that are specifically labeled as a US time zone, such as “Pacific Time (US & Canada)”, or simply those that contain a time zone offset that falls within the range of continental US time zones. For example, the time zone “Mexico City” is not labeled as a US time zone, yet its offset of GMT −6:00 is the same as Central Standard Time in the United States. Because the time zone may be automatically inferred by the user’s local time when creating an account, many users in the United States may have their time zone set to a different zone with the same offset. Thus, focusing on those specifically labeled as “US and Canada” is likely to miss some users, but focusing on those within the offset range is likely to include many Central and South American users. We have included results for both cases.

Table 1. Tweets and users providing location indicators.

<table>
<thead>
<tr>
<th>Location indicator</th>
<th>Tweets</th>
<th>Users</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>n</td>
<td>%</td>
</tr>
<tr>
<td>Total (with and without location)</td>
<td>23,830,273</td>
<td>100</td>
</tr>
<tr>
<td>GPS-exact</td>
<td>216,900</td>
<td>0.91</td>
</tr>
<tr>
<td>GPS-place</td>
<td>458,295</td>
<td>1.92</td>
</tr>
<tr>
<td>GPS-exact or GPS-place</td>
<td>481,179</td>
<td>2.02</td>
</tr>
<tr>
<td>Time zone</td>
<td>18,347,947</td>
<td>76.99</td>
</tr>
</tbody>
</table>
Figure 1. Distribution of Twitter users by time zone (time zones are aligned with longitudes not accounting for deviations based on country borders).

Table 2. Location of Twitter users within the time zones of the United States.

<table>
<thead>
<tr>
<th>Location indicator</th>
<th>Labeled “US &amp; Canada”</th>
<th>Time zones GMT −5:00 to −8:00</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>n</td>
<td>%</td>
</tr>
<tr>
<td>Total (with and without location)</td>
<td>2,117,064</td>
<td>100</td>
</tr>
<tr>
<td>GPS-exact</td>
<td>41,416</td>
<td>1.96</td>
</tr>
<tr>
<td>GPS-place</td>
<td>60,979</td>
<td>2.88</td>
</tr>
<tr>
<td>Parsed state</td>
<td>315,819</td>
<td>14.92</td>
</tr>
<tr>
<td>Any (GPS-exact, GPS-place, or parsed state)</td>
<td>362,663</td>
<td>17.13</td>
</tr>
</tbody>
</table>

Accuracy of User-Supplied Data

Users enter their location information in their user profiles themselves; thus, there is potential for inaccuracy. To evaluate the accuracy of the user-supplied profile location, we compared parsed state data and GPS coordinate data when both were available. City data may be too difficult to parse because individuals may live in one city and work or go to school in another. Therefore, a comparison of state data is more appropriate provided the same individuals are less likely to cross state boundaries repeatedly on a daily basis.

When GPS-exact data were available, we used the Yahoo! Place Finder API [31] to determine the state’s identity through a reverse GPS lookup service. When GPS-place data were available, we extracted the state name based on the Twitter Place Type (directly, when supplied, or using a reverse GPS lookup as described previously). We compared the state name obtained by these methods with the state name parsed from the user-supplied location information. Table 3 shows the results.
Figure 2. Twitter users providing location indicators in the US time zones.

Table 3. Comparison of GPS location data to parsed location data.

<table>
<thead>
<tr>
<th>GPS location indicator</th>
<th>State name parsed from user profile (n)</th>
<th>Matching parsed and GPS data</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td>n</td>
<td>%</td>
</tr>
<tr>
<td>GPS-exact</td>
<td>16,009</td>
<td>13,935</td>
<td>87.04</td>
</tr>
<tr>
<td>GPS-place</td>
<td>21,092</td>
<td>18,599</td>
<td>88.18</td>
</tr>
<tr>
<td>Total</td>
<td>37,101</td>
<td>32,534</td>
<td>87.69</td>
</tr>
</tbody>
</table>

**Distribution in the United States**

With the parsing method in place, we extended our analysis of location information in Twitter to include parsed state data for the United States. Parsing international location data is a complex task, requiring such tools as standardization, place authority, and handling diverse conventions and languages. Figure 3 shows the proportions of users with parsed state data, with GPS-exact data and with GPS-place data in each state, and the proportions of 2010 US census population in each state. All of the location indicators correlate strongly (\(P < .001\)) with the population data (GPS-exact \(r = 0.97\), GPS-place \(r = 0.97\), and parsed \(r = 0.98\)).

Figure 4 complements Figure 3 by showing the number of Twitter users in each state per capita (ie, divided by the census population) and the median value (0.0015) for the states identified through parsing. This does not represent the total number of registered Twitter users, but rather the number of unique users who posted during our sample period. The relatively high number of Twitter users in the District of Columbia, compared to its population is likely because users identify with and tweet from the metropolitan area, but actually reside in outlying suburbs in different states.
Figure 3. The proportion of Twitter users identified in each state and the proportion of the 2010 US census population in each state, ordered by census population.

Figure 4. The number of geolocated Twitter users per capita in each state.
Discussion

The purpose of this study was to document the prevalence of the location identification options available through Twitter and to present an estimate of the usability of each option. We have shown that there are several location indicators in Twitter and, when taken together, they offer a sizable sample of individuals whose location can be accurately inferred. This has clear implications for infoveillance, infodemiology, and “right time, right place” health communication.

Although only a small percentage of Twitter users provide reliable GPS coordinates (2.70%), there is actually a large number of users (and tweets) with GPS data because of the size of the overall data set. In the 2-week period of this study, the 2.02% of tweets that contained GPS information corresponded to 481,179 tweets. Because the sample is only 1% of the overall traffic on Twitter during those 2 weeks, if the same proportion were to hold true in the larger sample, we could infer that there were about 48 million tweets with GPS information posted during that period. With 2.5 tweets per user, this would correspond to approximately 19 million individuals. Furthermore, we saw that user-supplied location information matched GPS data in 87.69% of cases (in the United States). Hence, one could reliably use location information for between 15.35% and 17.13% of users. Interestingly, Keeter and colleagues compared the results of a 5-day survey employing the Pew Research Center’s methodology (with a 25% response rate) to those from a more rigorous survey conducted over a much longer field period and achieved a higher response rate of 50% [32]. In 77 of 84 comparisons, the 2 surveys yielded results that were statistically indistinguishable. Thus, it appears that surveys with lower response rates (20%) were only minimally less accurate. As a result, researchers can have additional confidence to value the location information available from Twitter, a real-time and real-place benefit of social media over traditional survey methodology.

Table 1 also shows that 2.70% of Twitter users broadcast their GPS location. Interestingly, this is a significantly lower figure than the 14% of social media users who use automatic location tagging on posts reported in a recent publication by the Pew Internet and American Life Project [33]. An obvious difference is that the Pew research considers all social media, whereas we have focused exclusively on Twitter. Additionally, some of the respondents represented in the Pew report could be using third-party location-tagging applications (eg, foursquare), which data may not appear in our sample, or they may be tweeting so infrequently that they would be underrepresented in our tweet-based sample. However, even considering these possibilities, the magnitude of the difference suggests that there may be additional factors. This difference warrants future research to determine the extent to which users are even aware that broadcasting GPS location is possible. It is plausible that users are largely unaware of such features or have minimal understanding with respect to how they function, both of which may attribute to this discrepancy.

An additional explanation for this (rather significant) discrepancy between 2.70% and 14% may be the distinct data collection approaches employed: questionnaires administered via phone interviews versus direct observation of user behavior on Twitter. Questionnaires can only report on what people perceive as opposed to what may actually be happening. For example, the question asked in the Pew questionnaire leading to the above result was “Thinking about the ways people might use social networking sites...Do you ever...Set up your account so that it automatically includes your location on your posts?” The answers included “Yes, do this: 14%” and “No, do not do this/have not done this: 84%.”

It is possible that respondents believed that GPS location was a default setting. This would lead to the conclusion that they had enabled location tagging for social media on their device, although GPS coordinates were not broadcast. From our own experience with the iPad 1, we found that the device itself may be GPS-enabled, yet the Twitter application on the device is not. Furthermore, the application could be GPS-enabled, yet coordinates are not broadcast because the location setting is not activated in the Twitter profile. In that sense, it is possible that someone may think that their tweets are location-tagged when, in fact, they are not. In this way, public health may benefit from eliciting additional location information that can be provided in the actual tweet. Twitter users who are otherwise willing to reveal their location, but are unaware of the default privacy settings, could be encouraged to provide such information. For example, followers of Twitcident (http://twitcident.com), a Dutch-based system for filtering emergency-related tweets, may feel inclined to tweet the location of emergency situations in an effort to assist emergency responders. Twitter prompts that ask users to tweet about their favorite locations to exercise may be useful in helping authorities allocate resources for promoting active lifestyles in areas where they are most likely to be successful.

As observed in this study, the parsed state data matched the GPS-derived state data 87.69% of the time. A mismatch does not necessarily mean that the user-supplied location was inaccurate or purposefully misleading, but it could represent a user tweeting from a business trip or vacation, or working in a metropolitan area across state lines. In this regard, the percentages in Table 3 are a lower bound and validate that the majority of the user-supplied locations are accurate for those users who provide GPS data and have profiles that can be parsed with our method. However, there is a potential bias in that users who are willing to broadcast their location might be more likely to tell the truth in their profile. Also, users who are unwilling to give an accurate profile location may be more likely to leave it empty or provide a non-descriptive location, as opposed to supplying an inaccurate, yet well-formed, location. This could be the focus of future research aimed at determining the extent to which Twitter users enable/disable GPS broadcasting and their reasons for doing so. For example, Twitter users vacationing in an exotic location may wish to enable GPS broadcasting, whereas others may disable broadcasting if their desire is to remain anonymous. This assumes that these users are aware of the toggle settings available for GPS broadcasting. Studies of this nature could establish the basis for determining the representativeness of GPS-enabled tweets. Moreover, this finding may question Twitter’s utility as a means for providing...
“right time, right place” tailored interventions, considering the location may not reflect the user’s actual setting, provided he or she knowingly deactivates location.

As presented in this study, there is a significant level of consistency between the proportion of location-tagged tweets and state populations in the United States. This finding indicates that, at least within the United States, there is no evidence of disproportionate GPS enabling among states. Although much more information is needed to assess the true qualitative representativeness of Twitter (eg, ethnicity, age, and gender), this quantitative consistency is promising. Whereas it was beyond the purview of the current study to assess the validity of social media data, for public health researchers and communicators to dismiss such data sources without further consideration would be premature because it may miss an opportunity to observe, reach, and communicate with people in unprecedented ways. And although it is unlikely that social media could ever completely replace more traditional research methods (eg, questionnaires), it can certainly complement them and add a further dimension to research.

In conclusion, we note that we have focused our attention on what users can do explicitly to specify their own location information. Although Twitter’s opt-in policy for location information is ethically sound, it would be interesting to study what could be done to encourage increased opt-in, for example, by working on dispelling concerns about how information is used or by demonstrating how information can be used for the good of all (eg, the Twitcident app). Furthermore, recent studies have demonstrated that it may be possible to infer location information based on either the words appearing in a user’s tweets [34] or the location of a user’s friends [35]. Further exploration of these ideas and other means of geographical prediction could augment the amount of location information available in social media.

Acknowledgments
We are grateful to Twitter for the availability of their data and associated API.

Conflicts of Interest
None declared.

References


Abbreviations

API: application programming interface
app: application
GPS: Global Positioning System
GMT: Greenwich Mean Time